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Introduction

OPA, or One Pot Application, is a simple programming language
designed specifically for writing web applications. Traditionally,
developing web applications is a very complex task, which in-
volves numerous programming languages, tedious linking be-
tween these languages, considerable work just to get the web
browser and the web server to communicate properly – and nu-
merous bugs and security holes. In contrast, OPA is simple, easy
to learn, easy to read, takes care of most of the complexity of
web applications development, is immune to numerous security
issues and is able to discover automatically a number of bugs in
your applications.
This document is a tutorial for OPA, designed for readers with
no experience in writing web applications or even in program-
ming. Some knowledge of (X)HTML and CSS may be useful but
is not strictly necessary. Additional documentation on OPA may
be found on the official website, at http://www.mlstate.com.

Necessary software To learn OPA, you will first need to down-
load and install it. You can find the instructions on the official
website, at http://www.mlstate.com.
You will also need a text editor (not a word processor, these
always cause trouble with programming languages), such as
Emacs, Aquamacs, Vim, Notepad++, etc.

Convention In this document, whenever you find a paragraph
typeset as follows, this will be source code written in the OPA
language:

//This is some OPA code

These source codes are meant to be typed in your text editor.
Whenever you find a paragraph typeset as follows, this will be a
system command:

#This is some shell code

You need to enter these commands in a terminal. Under Win-
dows, the terminal is called Command prompt and under KDE,
it’s called Konsole.

http://www.mlstate.com
http://www.mlstate.com
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From scratch to wiki

Hello, web (and OPA)

Objectives In this section, we will write our first web application
and we will see how to run it and test it. We will also see the first
few elements of OPA. At the end of this section, you should be
able to use OPA for writing web pages, including web pages that
can react to your actions.

Your first web application

For your first steps with OPA, let’s start with greetings: a simple
web application which will only say "Hello" to users who connect.
In OPA, this application consists in one line of source code:

server = one_page_server ( " He l lo ",−> <>Hel lo , web</ >)

We’ll see in a minute what this all means. First save this as a
file called “hello.opa”. For now, let’s compile the application and
run it. To compile the application, open a terminal and enter the
following command:

opa hello.opa

Keep the terminal opened, you will need it regularly.
During this compilation phase, OPA will check your program, val-
idate that your web application respects standards and produce
a stand-alone executable to launch the application. If OPA de-
tects a problem, it will stop compilation and inform you. Normally,
your source code is correct, so there should be no error message.
Once compilation is complete, you can launch the program. You
can do this by double-clicking on the executable produced by the
compiler but, for this tutorial, we will rather use the terminal, which
gives us more control. Under MacOS X or Linux, the command
to launch the executable is

./hello.exe -p 8080

Under Windows, you would write

hello.exe -p 8080

This will launch the server and tell it to accept connections on port
8080. Ports are how your computer is able to launch several web
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applications at the same time without breaking each other. We
have chosen port 8080 because this port is generally not used by
applications, so this should work on most computers, even if they
already are running another web application or even if only the
administrator is allowed to launch web applications.
Once you have entered the command, your web application is up
and running. To test it, open your favorite web browser and visit
the following address http://localhost:8080. That’s the web
address of your computer (localhost) and the same port number
8080. You should now see something similar to:

What does it do?

Now that your web application is running, let’s take the time to
understand what this all means.
This web application must be understood as one sentence: “let’s
define a server to serve only one page, named “Hello” and con-
taining only text “Hello, web” ”.
Every OPA web application defines a server, using a declaration
of the form server = ... .
Numerous applications, even very complex ones, are contained in
just one web page. As this is the case of our “Hello, web”, we use
one_page_server to define our server. We will see later exactly
what one_page_server means. For the moment, it is sufficient to
know that right after this term, we must write two things, between

http://localhost:8080
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parenthesis:

• the name we wish to give to the page (as you may have
noticed, it is displayed in the title bar of your browser)

• an arrow -> followed by some web content (as you may
have noticed, it is displayed in the content pane of your
browser).

Syntax warning Be sure that there is no space before your
parentheses. Otherwise, OPA will print an error message inform-
ing you, essentially, that your program is meaningless.
We will see the meaning of the arrow in the next Section. The
web content must be surrounded by tags. Here, we have chosen
to surround it by the empty tags <> and </> , which do nothing
special. Numerous other tags exist, which can let you develop
sophisticated presentations. We’ll see them in a minute.
That’s it, you now have a web application. Welcome to the world
of Software-as-a-Service.
To quit your application, return to your terminal and press keys
Control and C. If you try to refresh the page, your browser will tell
you that localhost is not responding.

Saying “Hello”, in style

Now that we have the ability of saying “Hello” to the world, let’s
take a little time to make things nicer. OPA can take full advantage
HTML and CSS, the two languages used by your web browser to
decide what to display and how to display it1. 1 If you are already familiar with HTML

and CSS, know that most of both HTML
and CSS are accepted, as well as a
number of extensions. Don’t worry,
these extensions work on all browsers.

Let’s start with making our page a headline. In HTML, head-
line are known as tags <h1>...</h1> , <h2>...</h2> , until
<h6>...</h6> . To make our whole web content a headline, we
can just replace <>...</> with one of these tags. Let’s do it now:

server = one_page_server ( " He l lo ",−> <h1>Hel lo , web</h1>)

Compile, run, refresh your browser and you should see some-
thing along the lines of
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Let’s go further and add a paragraph of text beneath this headline.
In HTML, paragraphs are denoted with <p>...</p> :

server = one_page_server ( " He l lo " , −>
<h1>Hel lo , web</h1>
<p>How are you? </p>

)

Stop the server, compile, run, refresh your browser and you
should see something along the lines of
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Let’s add one more feature: a hyperlink to another website. In
HTML, this is provided by using <a href="...">...</a> . That’s
tag <a>...</a> , with an attribute href . Tag <a>...</a> in-
structs your browser that there is a hyperlink and attribute href

lets you instruct where this link should lead. The complete appli-
cation looks like:

server = one_page_server ( " He l lo " , −>
<h1>Hel lo , web</h1>
<p>How are you? </p>
<p>This a p p l i c a t i o n was w r i t t e n wi th

<a h re f =" h t t p : / / www. mls ta te . com">OPA,
the next generat ion i n web a p p l i c a t i o n development </a >.

</p>
)
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or, seen from your browser:
Numerous other HTML tags are available, each with their
attributes. You can find a comprehensive list at https://

developer.mozilla.org/en/HTML/Element. To attain precise
control on display, you may also be interested in learning the
CSS language, which lets you attach style sheets to pages. For
this purpose, you may use attribute style and a combination of
CSS properties:

server = one_page_server ( " He l lo " , −>
<h1>Hel lo , web</h1>
<p s t y l e =" margin− l e f t :5cm">How are you? </p>

)

The complete list of CSS properties may be found at https://
developer.mozilla.org/en/CSS We’ll see more about CSS in a
few sections.

Summary

In this section, we have seen how to create a simple web appli-
cation using OPA, how to compile it, run it, test it and stop it. We
have also seen a few elements of pagination, which you should
be able to complete by studying HTML and CSS.
In the next section, we will see how to compute results, the notion
of functions, and how to make pages that display content that can
change depending on the result of computations.

https://developer.mozilla.org/en/HTML/Element
https://developer.mozilla.org/en/HTML/Element
https://developer.mozilla.org/en/CSS
https://developer.mozilla.org/en/CSS
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Exercises

For answers, see the end of the next section.

Exercise 1 Create a web application in which some of the words
of the web content are in italic and some others in bold face. You
will need some HTML and some CSS.
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Hello, functions (and values)

Objectives The objective of this section is to teach you how to
define and use values and functions. At the end of this section,
you should be able to understand and use the standard library of
functions provided with OPA, to define your own new functions.
You should also be able to define web applications whose con-
tents depends on the results of computations.

Functions

As a first contact with functions, let’s rewrite slightly our "Hello,
web" application. Now, instead of writing everything as one defi-
nition, let us cut the application in two pieces:

hel lo_web = −> <>Hel lo , web</ >
server = one_page_server ( " He l lo " , hel lo_web )

This application has the same behaviour as our initial "Hello,
web’. The only difference is that we have now declared a func-
tion hello_web and used this function as the web content of our
application.
Let us examine more in details this definition:

hel lo_web = −> <>Hel lo , web</ >

As you can see, we are declaring a value, which we choose to call
hello_web . The arrow -> states that this value is a function: a
part of your program kept for later, which will be used to produce
a result. Here, we always want our function to produce the same
result, so we have nothing special to add before -> . By the
way, this arrow is the same one we met in the last section. As
we will see soon, we can easily write functions which produce
distinct results depending on their input. Here, the result is the
web content <>Hello, web</> .
We could also have written the following:

hel lo_web ( ) = <>Hel lo , web</ >

Both declarations are strictly equivalent. Note that there is no
space before the parentheses, it’s important.
Just as functions are defined, they may be used. From this point,
every occurrence of hello_web in your program will represent
this function you have just defined. Similarly, every occurrence of
hello_web() (notice the parentheses and, again, no space) will
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represent the result of the function, i.e. <>Hello, web</> . We
write that the function has type void -> xhtml .
As mentioned, some functions can produce different results de-
pending on how they are used. As it turns out, we have al-
ready seen one such function: one_page_server . This func-
tion, which is provided as part of the OPA standard library of
functions, takes two arguments, which tell it what to do. As
we have seen, the first argument is the title of the page –
a text – and the second argument is a function whose result
is some web content. We write that the function has type
text -> (void -> xhtml) -> server . We’ll see more about
types soon.
We can define other kinds of values just as we have defined
functions. In the following, we declare and use values title

and hello_web_content , hence producing a more complex and
somewhat pointless variant:

t i t l e = " Hel lo , web"
hel lo_web_content = <>Hel lo , web</ >
hello_web = −> hel lo_web_content
server = one_page_server ( t i t l e , hel lo_web )

Using computed informations

Functions are used pervasively in OPA. One of the numerous
uses of functions provided by OPA is Date.now . The role of this
function is to find out the current date and time. Let’s write a small
application which will only tell us what the current date is:

server = one_page_server ( " Date " , −>
<>The cu r ren t t ime i s Date . t o _ s t r i n g ( Date . now( ) ) < / >
)

Compile, run, refresh your browser and obtain...
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Obviously, something is wrong. Indeed, we are in the simple
world of HTML, where all text is just text. We would like the value
Date.now() , rather than just the text “Date.now()”. For this pur-
pose, let us rewrite as follows:

server = one_page_server ( " Date " , −>
<>The cu r ren t date i s { Date . t o _ s t r i n g ( Date . now( ) ) } < / >
)

Notice the curly braces around Date.to_string(Date.now()) ?
They are called a "quotation". They inform OPA that, while we’re
in the middle of writing HTML (which is only for pagination and
content), what we’re inserting doesn’t contain just HTML but the
result of some computation, written with the full power of the OPA
language. In OPA, quotations are used quite often – indeed, as
often as you need any text, pagination or interactivity whose con-
tents will be decided during the execution of the program.
Compile, run, refresh your browser and obtain...
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Well, that’s a result, just not the result we wanted. Indeed, if we
were to look at the documentation of Date.now() , we would see
that the result is, by convention, the number of milliseconds since
January 1st, 1970. It would be much nicer to see something a tad
more human-readable.
As it turns out, there is already a function in the OPA stan-
dard library designed for this purpose. This function is called
Date.to_formatted_string . The function is a bit complex,
as it offers many ways of displaying time, so let’s make it
a bit simpler. For this purpose, let us declare a function
print_date . This function will take one argument and call
Date.to_formatted_string to format it nicely:

p r i n t _ d a t e ( date ) = Date . t o _ fo r ma t t ed_s t r i n g ("%a %b %e , %Y" , date )

As you can see, declaring a function with one argument is as sim-
ple as declaring a function without argument. The first argument
passed to Date.to_formatted_string is somewhat strange and
not very important for the moment.
We can now use our new function, as follows:

server = one_page_server ( " Date " , −>
<>The cu r ren t date i s { p r i n t _ d a t e ( Date . now( ) ) } < / >
)

The result is much preferable:
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Congratulations, you have just written your first dynamic web ap-
plication.

More about functions

Before proceeding to interactivity, let us detail a little what func-
tions are and what they are for. A function is a part of a program
waiting for a number of arguments and producing a result. For
instance, the following function is called double , it is waiting for
one argument x and it produces a result equal to x*2 (we will
often write that it returns x*2 , which is the same thing as pro-
ducing a result):

double ( x ) = x *2
double = x −> x*2 / / A l t e r n a t e fo rmu la t i on

Whenever we wish to use double to compute the double of a
number n, we will write double(n) . Equivalently, we could have
written n*2 , i.e. we could have replaced the function call by its
result.
Functions can be more complex. In particular, they can contain
any number of definitions themselves:

f ( x ) =
square ( x ) = x * x
cube ( x ) = x * square ( x )
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cube ( x ) + square ( x ) + x + 1

Here, we have defined a (local) function square , a (local) func-
tion cube and used both to compute the result of f . Outside of
the definition of f , these local definitions have no existence.
Functions may also contain calls to imperative expressions, i.e.
calls that must take place at a specific time but do not contribute
to the result of the function. Such expressions typically serve to
display information for the user (e.g. “We have reached 10%”) or
to exchange informations between users (e.g. chatting). Impera-
tive expressions are always introduced with keyword do . For in-
stance, to display some debugging information, we will use func-
tion jlog , as follows:

f ( x ) =
do j l o g ( " Enter ing f " )
square ( x ) = do j l o g ( " Enter ing square " ) x * x
cube ( x ) = do j l o g ( " Enter ing cube " ) x * square ( x )
do j l o g ( " Computing the r e s u l t o f f " )
cube ( x ) + square ( x ) + x + 1

If we launch an application using this function f , some addi-
tional information will be displayed either in the terminal you used
to launch the application or in the browser window. Developers
typically use this mechanism to display messages that can help
them understand how and when functions are used, for debug-
ging purposes.
We will see other imperative expressions in the following sections.

Summary

In this section, you have seen your first functions in OPA, how to
define functions without and with arguments, how to invoke them
and how to pass arguments to functions. You have also seen how
to insert OPA code inside the web contents of the application.
In the next section we will use this knowledge to build our first
interactive applications.

Remember 1 Remember that the syntax, both for defining and
for using functions is name(arguments) – there are always paren-
theses and there is no space between the name of the function
and the parentheses.
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Answer for last section’s exercises

Answer to exercise 1 There are several ways of doing this.
One possible manner using only HTML tags:

server = one_page_server ( " Answer " , −>
<>Let ’ s say <emph>Hel lo </emph> to the <strong >world </ strong >. </ >)

In this version, we used HTML tags <emph> and <strong>, which
map respectively to italic and bold. Unfortunately, depending on
your browser and your configuration, these tags may actually be
displayed without any style. Therefore, we will prefer using CSS.
One manner of doing this with CSS is to use inline styles:

server = one_page_server ( " Answer " , −>
<>Let ’ s say <span s t y l e =" fon t−s t y l e : i t a l i c "> Hel lo </ span> to the

<span s t y l e =" fon t−weight : bold "> world </ span >. </ >)

In this version, we used HTML tag <span> , which serves only to
add CSS, and CSS properties font-style and font-weight .
With the knowledge acquired in this section, this could be rewrit-
ten more readably as

bold ( x)=<span s t y l e =" fon t−weight : bold " >{ x } < / span>
i t a l i c ( x)=<span s t y l e =" fon t−s t y l e : i t a l i c " >{ x } < / span>

server = one_page_server ( " Answer " , −>
<>Let ’ s say { i t a l i c (<> Hel lo < / > ) } to the

{ bold (<>world < / > ) } .
</>

)

We will see in a few sections how to write CSS classes and ex-
tensions to CSS.

Exercises

Exercise 2 The first argument passed to
Date.to_formatted_string is somewhat strange. Toy with
it until you manage to write a web application that displays date
in European format (dd/mm/yyyy).

Exercise 3 Adding sequences "with hours, minutes and sec-
onds. Complete your web application to make it display the cur-
rent hour, minute, second. You will need this for the next exercise.
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Exercise 4 What is the date displayed by your web application?
Is it the date at which you launched the application or the date
at which you connected to it? Try and modify your application to
change this behavior. You may need to define new values.
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Hello, interactivity (and parsers)

Objectives In this section, we will see how to make applications
that can react to the action of users. In other languages, some of
this would be called Ajax. In OPA, well, it doesn’t need a name,
because things happen naturally.

User interface

For the moment, we have only produced static pages which do
nothing but display some fixed content. Of course, OPA will let
you do more than this. For instance, you can make your applica-
tion react to mouse clicks.
For this purpose, let us first introduce an empty paragraph with
an attribute id :

<p i d =" we_wil l_do_something_here " > </p>

This attribute id lets us give a name to the paragraph. For the
moment, the paragraph is empty. By using its name, we will be
able to instruct OPA to add something to this paragraph. This
form of instruction is called an action and it looks like

[# we_wil l_do_something_here <− <>Hel lo , you </ >]

Now we just have to decide when this action will take place. Let’s
say when one of your users clicks on the headline. For this pur-
pose, HTML and OPA provide an attribute onclick , which you
can add to any HTML tag. Putting everything together, we obtain:

server = one_page_server ( " Hel lo , i n t e r a c t i v i t y " , −>
<h1 o n c l i c k ={−> exec ( [ # we_wil l_do_something_here <− <>Hel lo , you </ > ] ) } >

Hel lo , web
</h1>
<p i d =" we_wil l_do_something_here " > </p>

)

Again, we have used a quotation, to insert a complete OPA ex-
pression inside the simple world of HTML.
Other attributes exist for reacting to other events such as mouse
movement (that’s attribute onmousemove ), etc. Similarly, instead
of changing the content of your paragraph, you could have added
something to this paragraph, using arrow +<- instead of <- . As
we will see in a few sections, we can even add special effects to
these additions and substractions.
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You now know how to react to clicks!

Forms

Sometimes, clicking is not sufficient. In fact, often, clicking is not
sufficient. To register on a website, you need to enter your e-
mail and a password, to write a document you need to type some
code, etc. Not only this but the application needs to take these in-
formations and do something with them, such as recording them
somewhere, sending e-mails, etc.
Let’s see how to take information and do something with it. OPA
offers a wide range of widgets which you may use when you need
sophisticated user entry, and we will see them in a few sections.
For the moment, we will concentrate on text area, the simplest
element available for the sole purpose of writing down text:

< tex ta rea i d =" t e x t " rows ={5} co ls ={80} > </ >

Attributes rows and cols are respectively the number of rows
and the number of columns for your text area. Notice the curly
braces around values 5 and 80? That’s because HTML is not
very refined and does not know about the difference between
numbers and text. To avoid any error, OPA will only make sure
that rows and cols are always associated to numbers, not
to any arbitrary text. This is the role of curly brackets: as we
have seen already, they let you insert some more powerful OPA
inside the simple world of HTML. Note that, since we are in
the OPA world inside these brackets, we could have written
something more complicated than just numbers, say a formula:
cols = { min(80, max_number_of_columns_on_screen) } .
We’ll see later how we can use this kind of feature to adapt your
applications to the small screens of cellphones. For the moment,
we will be satisfied with our 80 columns.
Let us then place our text area on a page, along with a paragraph
which will serve as a button2 and a paragraph which we will use 2 again, OPA offers nice buttons, too –

we will see them in a few sectionsto display something:

ac t i on ( _ ) = exec ( [ # p laceho lder <− jQuery . getVal (# t e x t ) ] )

server = one_page_server ( " Hel lo , i n t e r a c t i v i t y " , −>
< tex ta rea i d =" t e x t " rows ={5} co ls ={80} > </ tex tarea >
<p o n c l i c k ={ ac t i on } > C l i c k me! < / p>
<p i d =" p laceho lder " > </p>

)
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At this stage, the only part of the code which should surprise
you is jQuery.getVal(#text) . We will see later how this works.
For the moment, it is sufficient that you know that this extract
means “the value of the element whose id is text ”. The action
undertaken when you click on "Click me!" is therefore to copy the
contents of the text area into the empty paragraph.
Of course, nothing forces you to copy the contents as such, you
could apply any transformation to it, you could store it for later
use, etc. For instance, we could redefine our function action to
display something slightly different, as follows:

ac t i on ( _ ) =
my_text = <>Guess what I j u s t read?

<span s t y l e =" fon t−s t y l e : i t a l i c " >{ jQuery . getVal (# t e x t ) } < / span></>
exec ( [ # p laceho lder <− my_text ] )

Congratulations, you have just seen how to use the content of
something the user has written. This is going to come very handy
to write registration forms, chats, wikis, just to quote a few.

Web addresses

Web applications have addresses, also known as URIs (Univer-
sal Resource Identifiers) or URLs (Universal Resource Locators).
These addresses inform your browser of the protocol it should
use (typically http for regular web applications and https for
encrypted web applications, but also mailto for e-mails), of the
name of the computer running the web application (for MLstate,
this is www.mlstate.com) and of the path, i.e. the informations
it should give to the web application (typically, for simple web
pages, this is the name of the file you want to read).
These addresses are another manner of letting the user send
informations to the web application. While addresses are
not always as convenient as typing text in a text area, they
have the advantage that you can bookmark them and you
can add links to addresses. For instance, if you are writ-
ing a personal information manager, it is certainly more con-
venient for the user to let your user bookmark addresses
http://www.somewhere.net/calendar/today and http://www.

somewhere.net/calendar/2009/12/25 than requiring the user to
first go to http://www.somewhere.net then choose the calendar
among the many applications available then choose the day.
Well, OPA lets you do that, too. For this purpose, we can define

http://www.somewhere.net/calendar/today
http://www.somewhere.net/calendar/2009/12/25
http://www.somewhere.net/calendar/2009/12/25
http://www.somewhere.net
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a parser, i.e. a function designed to analyze some text. In OPA,
parsers are created with keyword parser , as follows:

u r l _pa rse r = parser
" / " −> home ( )

| " / ca lendar " −> calendar ( )
| " / mai l " −> mai l ( )

This parser, which we called url_parser , will accept exactly
three possible texts, "/", "/calendar" and "/mail". Depending on
the address, it will call either function home , calendar or mail .
As our url_parser is meant to allow applications spread among
several pages, we cannot use it with one_page_server . It is time
for us to move to a more powerful function: simple_server . This
function takes a single argument: a parser of URLs. We will there-
fore write something along the lines of:

server = s imple_server ( u r l _pa rse r )

As each page will most likely have a different title, function
one_page_server expects the parser to return not just web con-
tent but complete web pages. We write that this function has type
url_parser -> server . To produce a complete web page, we
will use function html , as follows:

home ( ) = html ( " Welcome home" ,
<>Nothing here yet </ >)
calendar ( ) = html ( " Welcome to the calendar " ,
<>Nothing here yet </ >)
mai l ( ) = html ( " Welcome to the mai l a p p l i c a t i o n " , <>Nothing here yet </ >)

As you can see, function html is not very different from
one_page_server : it takes two arguments, a title and a web con-
tent, and it produces a complete page. We write that this function
has type string -> xhtml -> page .
Now that we have defined our application, we can test it with a
valid path:
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...or with a path that’s not valid:

This last one is not very nice, we should provide a nicer error
message. For this purpose, rather than using a fixed address,
we will use a regular expression, i.e. the definition of a family of
addresses we can accept. Let us start with the most general pos-
sible regular expression: .* . This regular expression stands for
any sequence of characters. Therefore, the following parser will
accept the same three addresses as previously, and will default
to a custom error page:

u r l _pa rse r = parser
" / " −> home ( )

| " / ca lendar " −> calendar ( )
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| " / mai l " −> mai l ( )
| . * −> html ( " E r ro r " , <>Sorry , there ’ s no such page </ >)

Valid paths are still recognized:

Invalid paths are now rejected with a nicer error page:

But perhaps we want something more precise? Say, perhaps we
wish to use the URL inside the display of the page? Well, parsers
can do this, too:

u r l _pa rse r = parser
" / " −> home ( )

| " / ca lendar " −> calendar ( )
| " / mai l " −> mai l ( )
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| ( . * ) −> html ( " E r ro r " , <>Sorry , there ’ s no such page as { Text . t o _ s t r i n g ( __1 ) } < / > )

Notice that we have surrounded our regular expression with
parentheses. This states that we are interested in the result of
the regular expression. After the arrow -> , the result of the reg-
ular expression is called __1 (if there is more than one set of
parentheses, the second is called __2 , etc. – it is also possible
to give them more articulate names for easier references). In the
current version of OPA, we need to convert this result to a text by
using function Text.to_string – this limintation will be removed
shortly. As usual, we may reinject the result inside XHTML using
curly braces, and obtain the following result:

Security bulletin 1 At this stage, if you are aware of security is-
sues of web applications, your first reflex will probably be to test a
URL such as http://localhost:8080/javascript%3Aalert%28%

27foo%27%29. Feel free to try and hack into your own application
this way, OPA won’t let you.

Parsers are a very powerful tool, not only to extract informations
from URLs but also to define languages, write your own formats
for saving and reading files, new protocols, etc. At this stage, we
have barely skimmed the surface of parsers. An ulterior section
will be reserve to them.
Congratulations, you can now use the results of URLs. You are
now well on your way to your first complete and useful application.
Actually, it will come as soon as the next section.

http://localhost:8080/javascript%3Aalert%28%27foo%27%29
http://localhost:8080/javascript%3Aalert%28%27foo%27%29
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Summary

In this section, you have seen how to react to user interface
events, how to define applications with several pages and you
have a first idea on how you can make applications that can be
bookmarked.
In the next section, we wil use our knowledge to build a small wiki
application.

Answer for last section’s exercises

Answer to exercise 2 For this exercise, it is sufficient to rede-
fine function print_date as follows:

p r i n t _ d a t e ( date ) = Date . t o _ fo r ma t t ed_s t r i n g ("%d/%m/%Y" , date )

Answer to exercise 3 For this exercise, it is sufficient to rede-
fine function print_date , for instance as follows:

p r i n t _ d a t e ( date ) = Date . t o _ fo r ma t t ed_s t r i n g ("%H:% I :%S %a %b %e , %Y" , date )

This is not very nice, as we can’t put much text here. It is much
nicer to print separately the time of day and the date, as two func-
tions:

p r i n t _ t i m e ( date ) = Date . t o _ fo r ma t t ed_s t r i n g ("%H:% I :%S" , date )
p r i n t _ d a t e ( date ) = Date . t o _ fo r ma t t ed_s t r i n g ("%a %b %e , %Y" , date )

Once we have done this, we can assemble the results and add
some text as web content, as follows:

server = one_page_server ( " Date " , −>
<> I t i s { p r i n t _ t i m e ( Date . now ( ) ) } , on { p r i n t _ d a t e ( Date . now( ) ) } < / >
)

This solution is not quite satisfactory yet, as we compute
Date.now() twice. Firstly, this is (imperceptibly) longer to com-
pute than doing it only once. More importantly, as time tends
to change quite often, you will not have the same result in both
computations. Consequently, if your function is executed around
midnight, say on the 31st of December 2011, you may end up
with a time of day around 23:59:59 and the date of January 1st,
2012, hence an apparent error of nearly 24h.
Without changing our other functions, we will therefore rather
write
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server = one_page_server ( " Date " , −>
now = Date . now ( )
<> I t i s { p r i n t _ t i m e (now ) } , on { p r i n t _ d a t e (now)} </ >
)

In this version, we have declared (locally) that now is the result
of Date.now() (computed immediately) and we have reused this
value twice, once for printing the time of day and once for printing
the date.
Our final application is therefore:

p r i n t _ t i m e ( date ) = Date . t o _ fo r ma t t ed_s t r i n g ("%H:% I :%S" , date )
p r i n t _ d a t e ( date ) = Date . t o _ fo r ma t t ed_s t r i n g ("%a %b %e , %Y" , date )
server = one_page_server ( " Date " , −>
now = Date . now ( )
<> I t i s { p r i n t _ t i m e (now ) } , on { p r i n t _ d a t e (now)} </ >
)

Answer to exercise 4 The simplest manner of finding out when
the time is computed is to launch once the application we have
just defined – and then connect several times. As several con-
nexions yield different times, it is easy to conclude that the time
and date are determined when the user connects.
In other words, the function defined by

−>
now = Date . now ( )
<> I t i s { p r i n t _ t i m e (now ) } , on { p r i n t _ d a t e (now)} </ >

is called when each user connects. Keep this information in mind,
it will prove very useful when you start sharing live informations
between users.
To obtain the opposite behavior, it is sufficient to define now out-
side this function.

p r i n t _ t i m e ( date ) = Date . t o _ fo r ma t t ed_s t r i n g ("%H:% I :%S" , date )
p r i n t _ d a t e ( date ) = Date . t o _ fo r ma t t ed_s t r i n g ("%a %b %e , %Y" , date )
now = Date . now ( )

server = one_page_server ( " Date " , −>
<> I t i s { p r i n t _ t i m e (now ) } , on { p r i n t _ d a t e (now)} </ >
)

This will now display the time at which the server was launched.
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Exercises

For answers, see the end of the next section.

Exercise 5 Create a web application with two paragraphs. Click-
ing on the first paragraph should change the contents of the sec-
ond paragraph, while clicking on the second paragraph should
change the contents of the first paragraph.



OPA TUTORIAL 30

Hello, persistence (and data)

Objectives The objective of this section is to teach you how to
save data and reuse it. You will see, it’s simple.

Declaring persistent values

A value is persistent if it can change and if the changes are sup-
posed to be remembered even after the application has quit. For
instance, in your word processor, the document you have written
will continue existing even after you have quit the word proces-
sor. In most programming languages or frameworks, persistence
is something you have to achieve manually. In OPA, you just have
to declare your values as persistent.
To demonstrate this, let us write a small web application that will
only count how many connexions it has received. This counter
is a number – in OPA, this is called int . We will first declare it,
along with its default value:

db / counter : i n t
db / counter = 0

Now that we have declared the counter, any modification to it will
be saved and shared by all users. Until the first connexion, the
counter has value 0. There are several ways of using the value
of the counter, the simplest of which is to write /counter . This
construction instructs OPA to deal with initialisation and default
values by itself. We will see later how to change this behavior.
So, to display the value of the counter, we can just write

server = one_page_server ( " I am not very popular yet " , −>
<> I have been v i s i t e d { / counter } t imes </ >

)

Well, if you execute this web application, it will always display 0,
as we have never instructed OPA to increase the counter. Any
time you wish to change the value of the counter, you should also
write /counter . To increase the counter, we can just adapt our
application and obtain

db / counter : i n t

server = one_page_server ( "Now, I ’m s t a r t i n g to be popular " , −>
do / counter <− / counter + 1
<> I have been v i s i t e d { / counter } t imes </ >
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)

That’s it, you have a persistent counter. For the moment, the
counter is updated only when a user connects to the application
– that is, if other users connect after you, you will not be informed
until you reconnect. We will see in the next section how to in-
form everyone in real-time. We will also see a bit later how to
access previous versions of stored information, to recover from
erroneous or malicious inputs, and how to group reads and writes
to make sure that your persistent information will never be in an
unstable state, even in case of power cuts or physical accidents
– a process called transactions.

From dictionaries to wikis

Storing integers is useful but often insufficient. What if you want
to develop a dictionary? A wiki? A calendar? A todo list? For this
purpose, OPA offers numerous data structures, all of which can
be made fully persistent.
We will walk you later through all the data structures of OPA. For
the moment, let us introduce string maps, also known as dictio-
naries. String maps contain a number of entries, all of which
have a key (a text3) and a value (possibly a text, or a number, 3 In OPA, as in most programming lan-

guages, texts are called string .or a list, or anything else, including a dictionary). String maps
are the right structure when you need to find quickly the value
associated to a key. For instance, a string map of integers, noted
stringmap(int) will let you find quickly a number associated to
a key, while a string map of strings, noted stringmap(string)

will let you find quickly a text associated to a key.
We will take advantage of stringmaps to define a small online
note-taking application (a simple wiki). For this purpose, we
will consider that each note has a name (a text) and a con-
tent (another text). Notes may therefore be stored nicely as a
stringmap(string) , which we may define as

db / notes : str ingmap ( s t r i n g )

Here, we want the stringmap to start empty, so we do not need
to add anything after the declaration. A stringmap can be used
largely like a database itself. In other words, to find the note as-
sociated to key "today", we can write /notes["today"] . In this
case, however, by opposition to what we did earlier, we will want
to things the wiki way: whenever the user attempts to edit a note,
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check whether that note exists and, if it doesn’t, provide a de-
fault note. One way of doing this is to use the predefined function
default and use it to define a function get , as follows:

empty_note_content = " Please enter some t e x t "
load ( key : s t r i n g ) = d e f a u l t ( empty_note_content , ? / notes [ key ] )

Note Here, you need to remind OPA that key is a string by
writing key: string instead of just key . This is due to a bug
in the current versions of OPA . This bug should be fixed soon.
We will see in a few sections how default works and how you
could program it yourself (in about two lines of code, as most OPA
functions).
We will also want to add or modify notes, with a similar syntax:

save ( key : s t r i n g , note : s t r i n g , _ ) =
do / notes [ key ] <− note
vo id

Function save sets /notes[key] to the value of argument
note and then produces as result a constant called void . This
result is somewhat arbitrary, we could have produced any result
here, as we’re not going to use it. When you know that the result
of your function will never be used, it is generally a good idea to
make that result void , as this will let OPA check more properties
automatically.
Now that we have our database and a mechanism for loading and
for saving, we only need to provide the user interface. We just
need a text area to write the contents of the note and a button to
confirm:

u i ( key ) = html ( " Note : { key } " ,
<h1>Notes on { key } < / h1>

< tex ta rea i d =" t e x t " rows ={5} co ls ={80} >{ load ( key )} </ >
<d iv i d =" save " o n c l i c k ={ save ( key , jQuery . getVal (# t e x t ) ) } > Update </ div >

)

Note that we have used curly braces in the title of the page. Just
as they let us leave the world of HTML for the richer world of
OPA, curly braces serve to leave the world of text and return to
the world of OPA.
Finally, it’s time to let users access their existing notes – and start
the server:
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/ * Server * /
u r l _pa rse r = parser

" / "
−> u i ( " S t a r t " )
| " / " ( [ a−zA−Z0−9_ , ; : / ] * )
−> u i ( Text . t o _ s t r i n g ( __2 ) )
| ( . * ) −>

html ( " E r ro r " , <>Sorry , there ’ s no such page as { Text . t o _ s t r i n g ( __1 ) } < / > )

server = s imple_server ( u r l _pa rse r )

Note the second regular expression: [a-zA-Z0-9_,;:/]* . The
angled brackets introduce a choice among several ranges of char-
acters. Here, we have ranges a-z (all lowercase characters),
A-Z (all uppercase characters), 0-9 (all digits), as well as single
characters _ , , , , , ; , : and / . The star after the brackets
introduces an unlimited repetition. In other words, this parser will
accept texts such as /foo/bar3/sna0.
Let’s try it. Here is the complete application:

/ * Pers is tence * /
db / notes : str ingmap ( s t r i n g )

empty_note_content = " Please enter some t e x t "
load ( key : s t r i n g ) = d e f a u l t ( empty_note_content , ? / notes [ key ] )
save ( key : s t r i n g , note : s t r i n g , _ ) =

do / notes [ key ] <− note
vo id

/ * User i n t e r f a c e * /
u i ( key ) = html ( " Note : { key } " ,

<h1>Notes on { key } < / h1>
< tex ta rea i d =" t e x t " rows ={5} co ls ={80} >{ load ( key )} </ >
<d iv i d =" save " o n c l i c k ={ save ( key , jQuery . getVal (# t e x t ) ) } > Update </ div >

)

/ * Server * /
u r l _pa rse r = parser

" / "
−> u i ( " S t a r t " )
| " / " ( [ a−zA−Z0−9_ , ; : / ] * )
−> u i ( Text . t o _ s t r i n g ( __2 ) )
| ( . * ) −>

html ( " E r ro r " , <>Sorry , there ’ s no such page as { Text . t o _ s t r i n g ( __1 ) } < / > )
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server = s imple_server ( u r l _pa rse r )

You can compile and test it. You now have a working wiki in
18 lines of code (and 5 lines of pagination and comments), from
scratch. Welcome to OPA. In the next section, we’ll write a chat,
in less than 30 lines.

Answer for last section’s exercises

Answer to exercise 5 One possible manner:

server = one_page_server ( " Answer " , −>
<p i d =" my_f i rs t_paragraph "

o n c l i c k ={−> exec ( [ # my_second_paragraph <− <> I have now been touched < / > ] ) }
> I have been l e f t untouched </p>
<p i d =" my_second_paragraph "

o n c l i c k ={−> exec ( [ # my_f i rs t_paragraph <− <> I have now been touched < / > ] ) }
> I have been l e f t untouched </p>

)

With the knowledge acquired in this section, this could be rewrit-
ten more concisely as

untouched = <> I have been l e f t untouched </ >
touched = <> I have now been touched </ >
server = one_page_server ( " Answer " , −>

<p i d =" my_f i rs t_paragraph "
o n c l i c k ={−> exec ( [ # my_second_paragraph <− touched ] ) }

>{ untouched } < /p>
<p i d =" my_second_paragraph "

o n c l i c k ={−> exec ( [ # my_f i rs t_paragraph <− touched ] ) }
>{ untouched } < /p>

)

Exercises

Exercise 6 The following code should count the number of visits
to a web application. What is wrong with it?

db / counter : i n t

do / counter <− / counter + 1

server = one_page_server ( " I am not very popular yet " , −>



OPA TUTORIAL 35

<> I have been v i s i t e d { / counter } t imes </ >
)

Exercise 7 Complete the wiki to make it record and display the
time of the last modification of a note.
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The OPA programming
language

Types and values

Objectives In this section, we will see more about some of the
checks that OPA performs before executing your code.

What and why

OPA is a statically typed language. This means that, during com-
pilation, OPA performs numerous checks about your programs to
ensure that a number of things can’t go wrong. For instance, if
you write a program and confuse an element of the user inter-
face (some web content) and the name of this element (a text),
OPA will detect this before you attempt to execute the program.
By opposition, in dynamically typed languages such as PHP or
Python, you could write and execute the program – and only find
out about the bug weeks or months later, after you have deployed
it, because this is the first time the specific bit of code that fails
is actually tested in real conditions. Internally, this static typing is
used to ensure a number of security properties are respected (for
instance, that your application cannot be hijacked by a Cross-Site
Scripting attack).
OPA is also a strongly typed language. This means that the type
checks that are performed provide you actual guarantees that
a number of things can’t go wrong, not just best guesses. In
a weakly-typed language such as C, you can write a program
that passes all compile-time checks but that can go awfully wrong
because of type errors – for instance, in C, you can easily con-
fuse a number and a list, resulting in crashes or security faults
at run-time. By opposition, in OPA, the type system cannot be
tricked into such confusion. By this account, OPA has one of the
strongest type systems available to this day in a programming
language, certainly much stronger than that of C, C++, Java or
C#.
OPA uses constraint-based type inference. This means that, most
of the time, you do not need to give the compiler any information
about types. The compiler is intelligent enough to extract the in-
formation from what you have written in the program and to detect
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contradictions. If you wish to ensure some stronger properties, of
course, you can add hints for the compiler and it will take them
into account. In some cases, the OPA compiler will detect that
the information you have provided is not sufficient to ensure ro-
bustness against attacks and will ask you to provide more infor-
mations.

Simple values

In OPA, most things are values. Number 1 is a value, just as
text "blue" , function x -> x+1 , boolean {true} , void value
void or variable y , assuming you have declared it. As we
have seen already, a variable foo can be declared, by writ-
ing something along the lines of foo = 1 or foo = "blue" or
foo = x -> x+1 or foo = {true} or void or foo = y . Once
a variable has been declared, it can be used just as any other
value.
Each value has a type, that is a piece of information which informs
the compiler of what can be done with this value and what cannot
be done with it. For instance, 1 has type int . This states that
1 is an integer number, i.e. a value which can support operations
such as + , - , etc. If you define foo = 1 , variable foo also has
type int . By opposition, "blue" has type string . This states
that "blue" is a character string, i.e. a text, which has subtexts,
a length, which can be converted to upper-case, etc.
Similarly, x -> x+1 has type int -> int , i.e. it is a function
that takes one argument with type int and produces a result with
type int . In this context, argument x has type int . Among
other things, this means that, no matter what you apply as ar-
gument, the result of this function will always support operations
such as + , - , etc. Again, if you define foo = x -> x+1 or
foo(x) = x+1 , variable foo will have type int -> int . Finally,
void has type void – type void is a special type containing
only one value, called void , which represents nothing. We will
see the use of void shortly.
If you wish, you can annotate definitions with their type. For
instance, you can define foo and instruct the compiler that
this value is an int , by writing either foo : int = 1 or,
equivalently, foo = 1 : int . In such a simple case, this
is not very useful. However, it is often a good documen-
tation practice for values that other developers will need to
manipulate. Similarly, you can annotate functions. You can
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write (x -> x+1): (int -> int) or (x:int) -> x+1

(preferred) and foo: int -> int = x -> x +1 or
foo(x:int) : int = x +1 (preferred). Again, annotations on
functions are not necessary but experience shows that they are
quite useful.

About text In the current version of OPA, texts have type
string . In a future version of OPA, texts will have type text ,
another type which offers more features and more speed than
string .

About numbers In the current version of OPA, there are two
quite distinct types for numbers. Integers, with type int , are
given by 0 , 1 , 2 ... and support operations + , - , etc.
Floating-point numbers, with type float , are given by 0. , 0.5 ,
7.3 ... and support operations +. , -. ... (note the dot).
In a future version of OPA, you will be able to use + , - , etc.
on both integers and floating-point numbers. For the moment,
however, you need to use distinct operators.

Introducing records

We haven’t discussed value {true} yet. Notice these brackets?
When they are used in the full world of OPA (i.e. not in a character
string or a web value), they introduce records, also known as
structures. In some other programming languages structures are
known as objects. A record consists in zero, one or more fields,
each of which may be associated to a value. Here, {true} has
exactly one field, named true and is associated to no value.
Similarly, {false} has one field named false and associated
to no value. Conversely, {year = 2010} has one field named
year associated to a value 2010 . We can also produce records
with several fields, such as

{ red = 0 . 0 ; green = 1 . 0 ; blue = 0 .5 } / / A co lo r
{ red = 0 . 0 ; green = 1 . 0 ; blue = 0 . 5 ; noalpha } / / Also a co lor , w i th more f i e l d s
{ year = 2010 day = 1 month = { january } }
/ / A date

Note that the order of fields is unimportant, so following two
records are equal:
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{ red = 0 . 0 ; green = 1 . 0 ; blue = 0 .5 }
{ green = 1 . 0 ; blue = 0 . 0 ; blue = 0 .5 }

Records, just as other values, have a type. The type of {true} is
{true} , which is a shortcut for {true: void} . This type states
that our record has one field named true and that values which
you can put inside this field have type void – as we have seen,
void stands for values which have no meaningful content, so this
is equivalent to saying that field true contains no value. Just as
type {true} is a shortcut for {true: void} , value {true} is
a shortcut for {true = void} . Similarly, {false} is a shortcut
for {false = void} , it has type {false} or {false: void} .

Record {year = 2010} has type {year: int} . This type
states that our record has one field named year and that val-
ues which you can put inside this field have type int . Note
that records with type {year: int} must contain a value with
type int in their field int . Consequently, {year = 2010} and
{year} are records with distinct types, which usually don’t sup-
port the same set of operations. More generally, a record must
always contain a value for each field – fields with type void are
slightly special insofar as the compiler automatically inserts value
void . We will see shortly how you could define records in which
the value of fields may be optional.
Similarly, more complex records have types matching their struc-
ture:

{ red = 0 . 0 ; green = 1 . 0 ; blue = 0 . 5 } :
{ red : f l o a t ; green : f l o a t ; b lue : f l o a t }

{ red = 0 . 0 ; green = 1 . 0 ; blue = 0 . 5 ; noalpha } :
{ red : f l o a t ; green : f l o a t ; b lue : f l o a t ; noalpha : vo id }

{ year = 2010 day = 1 month = { january } } :
{ year : i n t ; day : i n t ; month : { january : vo id } }

The simplest way of accessing a record is the dot notation, which
you can use as follows:

f ( ) =
foo = { red = 0 . 0 ; green = 1 . 0 ; blue = 0 .5 }
foo . red / / This value i s equal to 0.0

Here, we could attempt to write foo.noalpha instead of
foo.red . This is an error, as foo does not contain a field named
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noalpha . In OPA, the compiler will detect this error during com-
pilation and will print a message along the lines of:

Description: This expression has type

{ blue : float; green : float; red : float } .

However, according to the context, it seems that it should have type

{ noalpha : ’a; ... } .

Diagnosis: It seems that you are expecting this record to have a field named noalpha

. However, according to the definition of this record and/or with previous uses

of this record, this record doesn’t have any field with this name. Perhaps you

meant blue or red?

We’ll discuss later the exact meaning of this strange-looking ’a .
For the moment, it is sufficient to know that the OPA type system
catches type errors during compilation.
A second, more powerful (and faster) manner of accessing a
record is the pattern-matching notation, which you can use as
follows:

f ( foo ) = match foo wi th
{ red = r ; green = g ; blue = b } −> r + g + b

The notation may be understood as follows: “assuming that foo

has three fields red , green and blue , I will call r the value of
field red , g the value of field green and b the value of field
blue and I will use these values to compute r+g+b ”. In dot
notations, this would be equivalent to

f ( foo ) =
r = foo . red
g = foo . green
b = foo . blue
r +g+b

We could also shorten slightly our pattern-matching using abbre-
viated notations, as follows:

f ( foo ) = match foo wi th
{~ red ; ~green ; ~blue } −> red + green + blue

or equivalently

f ( foo ) = match foo wi th
~{ red ; green ; blue } −> red + green + blue

This may be understood as follows: “assuming that foo has
three fields red , green and blue , I will call red the value
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of field red , green the value of field green and blue the
value of field blue and I will use these values to compute
red+green+blue ”. In dot notations, this would be equivalent to

f ( foo ) =
red = foo . red
green = foo . green
blue = foo . blue
red + green + blue

We can shorten further, by completely removing keyword match ,
as follows:

f = {~ red ; ~green ; ~blue } −> red + green + blue / / F i r s t s t y l e
f ( {~ red ; ~green ; ~blue } ) = red + green + blue
/ / Second s t y l e

Pattern-matching is a very powerful tool for accessing the con-
tents of a value. These are the most elementary uses of pattern-
matching. We will see shortly how pattern-matching can be used
to perform simply powerful manipulations comparable to dynamic
casts, as are often used in dynamic languages – but with the
strong guarantees that these languages lack.

Bottom line Records are a very convenient way of differenci-
ating values that have similar properties but that should be kept
distinct. For instance, if you need to manipulate money in an
international application, rather than representing all prices with
type float , you could make use of types {euros: float} ,
{dollars:float} and {yuan: float} . This will save you a
world of trouble. Even better, we can group all three of these
types as one type, and define operations that work on all three
cases, as detailed in the next section. As we will see later, we
can also create a private type to further improve safety by en-
suring that the implementation remains hidden from developers
using your money-related functions.

Introducing sums

Records are very convenient when the structure of a value is
known at all times by the programmer. However, quite often,
developers need to manipulate values that could switch between
different structures depending on the result of a computation.
For instance, a truth value can have either structure {true} or
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structure {false} . A month could have structures {january} ,
{february; bissextile} , {february; not_bissextile} ,
etc. A poker card could have structures {jack} ,
{king; color: color} , {numbered: int; color: color} ,
etc.
In OPA, all these are cases of sums. A sum is the possibility
for a value of having several distinct structures. For instance, a
predefined sum type bool is defined in the standard library of
OPA as follows:

type bool = { t r ue } / { f a l s e }

This states that all values having type bool can have either
structure {true} or structure {false} and only these struc-
tures. Using this type, we can write by pattern-matching functions
such as:

s t r i n g _ o f _ b o o l ( x ) = match x wi th
| { t r ue } −> " t rue "
| { f a l s e } −> " f a l s e "

As you may see, in this example, we have used pattern-
matching against several cases. Note the vertical bar | , we
use it when pattern-matching against severl cases, to differen-
ciate cases. This function accepts either {true} or {false}

and returns a text representing this boolean. It has type
{true}/{false} -> string or, equivalently, bool -> string .
We can now apply our function to {true} or to {false} :

foo = s t r i n g _ o f _ b o o l ( { t r ue } ) / / " t r ue "
foo = s t r i n g _ o f _ b o o l ( { f a l s e } ) / / " f a l s e "

However, the following cannot work:

foo = s t r i n g _ o f _ b o o l ( { bar } )

Indeed, we obtain the following error:

Description: This expression has type { bar : void } -> ’a .

However, according to the context, it seems that it should have type

bool -> string .

The types are incompatible, because type bool

and type { bar : void }

are incompatible.
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Diagnosis: This expression is a function. It seems that one of the arguments passed

to the function has an incorrect type.

Type bool is used pervasively in OPA. For instance, whenever
you compare two numbers, the result is a bool :

s t r i n g _ o f _ b o o l (1 == 2) / / " f a l s e "

When we are faced with a test such as 1 == 2 , the type-
checking phase takes place before any optimization. Conse-
quently, although the compiler may eventually, for performance
reasons, decide to replace 1 == 2 by {false} , the error-
checking phase will assume that this information is not available.
Therefore, while we could be tempted to write the following

foo = 1 == 2
bar = foo . f a l s e

or, more concisely,

bar = (1 == 2 ) . f a l s e

this would result in the following compile-time error:

Description: This expression has type bool .

However, according to the context, it seems that it should have type

{ false : ’a; ... } .

Diagnosis: It seems that you are using this expression as if it were a record

containing a field named false. However, this expression is a sum and could be

evaluated to other records, with structures such as

{ true : void }.

Indeed, the correct way of determining whether a value evaluates
to {true} or {false} is to use pattern-matching.
Similarly, we could define more complex sum types such as:

type month = {january}

/ {february; bissextile}

/ {february; not_bissextile}

// ...

As previously, we can simply determine in which case we are by
using pattern-matching:

string_of_month(month) = match month with
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{january} -> "january"

| {february; bissextile} -> "february"

| {february; not_bissextile} -> "february"

| //...

Pattern-matching and sum types offer other nice features which
we will detail in the course of the following chapters.

Exercises

Exercise 8 Define a type price to represent prices in euros,
dollars and yuans.

Exercise 9 Write a function string_of_price for displaying
nicely values of type price .

Exercise 10 Write functions add_dollar , add_euro and
add_yuan for adding respectively two prices in dollars, two prices
in euros and two prices in yuan and returning a price in the same
currency.

Exercise 11 What happens when you apply a function with type
add_dollar to a price in yuan? What if you apply this to a price in
a place where the compiler cannot determine whether your price
is in yuan, euro or dollar?

Exercise 12 Earlier in this chapter, we have used value
{year = 2010 day = 1 month = {january}} . Assuming that
we want to be able to represent dates across the whold year and
not just the month of january, what is the type of this value?
Define this as a type date .

Exercise 13 Write a function string_of_date: date -> string

for displaying nicely a date .

Tales from the library

Objectives In this section, we will introduce a few key elements
of the standard library. Along the way, we will see some of the key
concepts used in OPA to let developers write robust and reusable
code: modules, polymorphism and private types.
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Options (hello, polymorphism)

As mentioned in the previous section, in OPA, there is no such
thing as an undefined value: if a variable has a name, it has a
value. In contrast, most other languages have a notion of null
value. If a variable has a name, quite often, it may not have
a value. In these languages, confusing variables which have a
value and variables which don’t is a common cause for numer-
ous errors, such as NullPointerExceptions, Segmentation Faults,
General Protection Faults or database transaction errors.
While this feature is the root cause of many safety issues, it is
also quite useful. For instance, in a database of registered forum
users, each user will probably have a login, a password as well as
an optional description and an optional portrait. In many program-
ming languages, the solution is to just ignore these optional val-
ues – and hope that nobody has ignored one of the non-optional
values.
In OPA, by opposition, this does not work:

//Missing values!

type user = {nickname: string;

password: string;

description: string;

}

me : user = {nickname = "Captain Flint";

password = "Treasure"}

Description: This expression has type { nickname : string; password : string } .

However, according to the context, it seems that it should have type user .

The types are incompatible, because type { nickname : string; password : string }

and type {

description : string;

nickname : string;

password : string;

}

are incompatible.

Diagnosis: It seems that you are expecting this record to have a field named

description. However, according to the definition of this record and/or with

previous uses of this record, this record doesn’t have such a field.
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In OPA, the solution is as simple as a sum type. For instance, we
can define a sum type option_string , as follows

type option_string = {some: string} / {none}

Once this type is defined, we can easily rewrite the above exam-
ple to make it work:

type option_string = {some: string} / {none}

type user = {nickname: string;

password: string;

description: option_string;

}

me : user = {nickname = "Captain Flint";

password = "Treasure";

description = {none} }

While this solution works, we can improve it further, by making it
more generic – or, in technical terms, by making it polymorphic.
Indeed, the OPA standard library defines the following type:

type option(’a) = {some: ’a} / {none}

Notice this ’a ? It is a type argument, much like function
arguments seen earlier. From this type, we could redefine
option_string as follows:

type option_string = option(string)

This is exactly equivalent to our earlier definition of
option_string : both occurrences of ’a have been replaced by
string in option(string) . Indeed, the only difference is that
type option can be used not only with string s but with any
type. This makes it much easier for us to extend our example:
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//Missing values!

type user = {nickname: string;

password: string;

description: string;

}

me : user = {nickname = "Captain Flint";

password = "Treasure"}

Congratulations, you have just used your first optional value and
your first polymorphic type in one example!

Loops

In any programming language, numerous algorihtms require a
program to repeat a treatment forever or until some condition is
reached. In OPA, for instance, a server is a form of concurrent
loop that repeats a treatment forever: waiting for a client, parsing
the URL, executing the matching branch. Searching for an ele-
ment in the database involves a loop that walks intelligently the
index until it has found the required key or it has reached a state
where it knows that the key does not exist.
In most programming languages, loops are a special construction
of the language, which cannot be extended. In OPA, by contrast,
a loop is a function that will repeat a treatment until some con-
dition is reached, at which state it will return a result. The OPA
standard library offers dozens of different loops many uses, some
of them designed specifically for some data structures, or for con-
current or distributed treatments. We will see these loops as we
advance through this tutorial. As we will see later, you can even
write new loops based on existing loops or on low-level optimized
constructions.
For the moment, let us consider the general-purpose loop for :

for(init:’state, next:’state -> ’state, cond:’state -> bool): ’state

The behavior of for is simple: it takes as argument an initial
value init , a function that instructs it how to obtain the next
value from the value it has, and a function that determines if it
should continue applying the function or if it should stop. The
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following example prints all the numbers between 1 (included)
and 50 (excluded):

_ = for(0, (i -> do jlog("{i}"); i + 1), _ < 50)

Let us detail how we obtain this result:

• this loop starts at 1 – this is the initial value init ;

• this loops continues until value 50 has been reached – so
the condition cond is _ < 50 , or "check if this is strictly
inferior to 50";

• at any step, it takes a value i and

– it displays this value using jlog

– it augments the value, by returning i+1 .

Congratulations, you have just seen your first loop!
This same mechanism could of course be used for other situa-
tions. In particular, loops take their full power when combined
with containers such as lists.

Lists (hello, specialized loops)

Most programming languages provide a data structure for repre-
senting collections of elements. The two most popular choices
are arrays and lists. While OPA offers both in its standard library,
we will only present lists, which are by far the most widely used
collection in the language.
A list is an ordered collection of elements. It may be empty, it
may contain one or several elements and, if you truly need this, it
can even be infinite. Lists are defined in the standard library as a
regular sum type:

type list(’a) = {nil} / {hd:’a; tl: list(’a)}

This definition has two cases: {nil} is the empty list, while
{hd = 1; tl = {nil}} is the non-empty list containing exactly
one element, 1.
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As lists are used very often, they have a special simplified syntax,
which is exactly equivalent to the previous definition, just easier
to read:

x = [ ] //The same thing as {nil}

y = [2,3,4,5] // The same thing as {hd = 2; tl = {hd = 3; tl = ... }}

z = [0,1 | y ] // The same thing as {hd = 0; tl = {hd = 1; tl = y }}

As options, lists are polymorphic, so they can be used with any
kind of type. Again, note that, when you write list(int) ,
the type variable ’a is replaced by int . In other words, a
list(int) can contain any number of integers, but only inte-
gers. Any attempt to mix two types in a list will result in a type
error:

//Wrong types!

x = [1, 2, {blue} ]

Description: This expression has type { hd : int; tl : list({ blue : void }) } .

However, according to the context, it seems that it should have type list(’a) .

The types are incompatible, because type int

and type { blue : void }

are incompatible.

Now, there are many things you can do with lists, and many func-
tions predefined on lists. Let us start by writing a function to check
whether a list is empty. This function will work on lists of any kind,
regardless and return either {true} or {false} . In other words,
it will have type list(’a) -> bool .
As the type of lists is a sum type, we can write:

is_empty(l:list(’a)):bool = match l with

| {nil} -> {true}

| _ -> {false}

Or, equivalently, with the bracket syntax:

is_empty(l:list(’a)):bool = match l with
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| [] -> {true}

| _ -> {false}

In fact, you do not need to write this function, as it is already
defined in the standard library. The full name of the function is
List.is_empty , that is the function named is_empty of module
List . A module is essentially a record, with a few additional
features we will discuss later. For the moment, is is sufficient for
you to know that you can call function List.is_empty if need
arises.
The two following lines will therefore produce the same result:

_ = is_empty([1,2,3]) //The function we have just defined
_ = List.is_empty([1,2,3]) //Function from the standard library

Now, perhaps we wish to write a more complicated function on
lists. Say, to compute the total length of a list. Again, the function
exists in the standard library. This function is called List.length

and it has type list(’a) -> int . Now, it is interesting to try and
rewrite it.
The first manner of rewriting this function is to use the for loop we
have already seen. We can design our length function as follows.

1. We are going to look at all elements of a list. Therefore, the
state must contain all the elements we have not yet visited.
Initially, this is the whole list.

2. We are going to stop once we have reached the end of the
list. Therefore, our continuation test must check whether
the list is empty.

3. The final result will be the number of elements we have en-
countered while traversing the list. This value must there-
fore also be part of the state.

4. Initially, the number of elements we have encountered while
traversing the list is 0, as we have traversed no element.

5. At each step in the list, we can either be visiting an empty list
(if we have reached the end) or a non-empty list with a first
element hd and the rest of the list tl . If we are visiting the
empty list, we should not increment the number of elements
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we have encountered and we cannot go any further in the
list. If we are visiting a non-empty list, we should increment
the number of elements we have encountered so far and
move on to the next element in the list.

Once we have gathered all these requirements together, we can
translate them directly into the following extract:

length(l: list(’a)) =

init = (l, 0)

next(l, n) = match l with

| {nil} -> ({nil}, n)

| ~{hd;tl} -> (tl, n+1 )

cond(l, n) = match l with

| {nil} -> {false}

| _ -> {true}

(_, len) = for(init, next, cond)

len

_ = jlog("{length([1,2,3,4])}")

One must admit that this extract looks a bit clumsy. Indeed, it
should be possible to compute the length of a list in less than 5
lines, shouldn’t it? One way of doing this is to use shorter nota-
tions for pattern-matching, as follows:

length(l) =

(_, ln) = for((l,0), | ({nil}, n) -> ({nil},n)

| (~{hd;tl},n) -> (tl, n+1)

, | ({nil}, _) -> {false}

| _ -> {true})

ln

_ = jlog("{length([1,2,3,4])}")

We can do better. Indeed, if we consider the requirements, we
can rephrase them as:

1. We are going to look at all the elements of the list, in order.

2. We will stop looking when we have reached the end of the
list.
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3. There is some initial value, which will also be the final result
if the list is empty.

4. Whenever the list is not empty, we need to apply some op-
eration on the latest value.

Assuming these requirements are fulfilled, we only need to spec-
ify that the initial value is 0 and that the operation is just adding
one. As mentioned earlier, in OPA, loops are just functions.
Therefore, we can define a new loop based on these require-
ments. As it turns out, this loop exists in the standard library
and is called List.fold . This function has the following type:
List.fold: ((’item, ’state) -> ’state, list(’item), ’state ) -> ’state .
Let’s look at it in more detail:

• Type ’item is the type of the elements of the list.

• Type ’state is the type of the value being manipulated. If
we wish to redefine length , this is 0.

• The first argument has type (’item, ’state) -> ’state .
This is the operation mentioned above. It takes as argu-
ments one element of the list and the latest value and re-
turns the new value. If we wish to redefine length , the
operation will simply ignore the element and increment the
value.

• The second argument is the list itself.

• The third argument is the initial state. As mentioned, for
length , this is 0.

With List.fold , our function length can be redefined simply
as

length(l: list(’a)): int =

add(_, n) = n + 1

List.fold(add, l, 0)

or, in just one line,

length(l) = List.fold((_, n -> n+1), l, 0)

This is the power of customized loops.
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Doing several things at once,
on several computers, for
several users

To be continued...
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Hello, sessions (and live updates)

Objectives The objective of this section is to teach you how
to write applications in which client and server can communicate
and send each other live informations. Sessions are a powerful
mechanism designed for writing distributed programming safely
and simply.

Sessions

Think of a multi-player online game. One could describe how the
game works as follows:

1. players see the world of the game (the view)

2. players can use their mouse, joypad or keyboard to attempt
to act upon the world of the game (the control)

3. at any given time, the world of the game is in some state
(the state)

4. the rules of the game define how the actions of the players
can change the state of the world (the rules).

Up to this point of the tutorial, we have seen how we can show
things to users (the view) and how we can take into account user’s
actions (the control). While the capabilities we have given to our
applications are not quite sufficient (yet) to provide the rich dis-
play or control expected in today’s games, it is easy to see how
what we have already done could fit into a game. Sessions are a
powerful mechanism used to add state and rules to your applica-
tion – and make sure that all of these are propagated whenever
necessary between the user’s machines and the servers.
To start with sessions, let us revisit our counter. However, this
time, we will wish to be informed immediately whenever new
users connect.
Our application will have a state composed of two informations:

• the number of users who have connected so far (initially, 0);

• the users interested in being kept up-to-date whenever the
counter is updated (initially, nobody).

We materialize this as the following declaration
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main_session = Session.session(

{counter = 0; users = {nil}},

rules)

This declaration invokes function Session.session , which takes
two arguments: an initial state and the corresponding rules. Here
rules is the name of a function we have yet to define. As for the
state, it consists in a record , i.e. a collection of information. One
of the informations is called users and it will serve to contain
our list of users. This information is initialized as nil , which is a
value defined in the standard library of OPA as the empty list. The
other information is called counter and it will serve to contain the
latest value of the counter – here, this value starts as 0.
Our intent is for this session to be informed whenever a new user
connects. Whenever this happens, function rules will be trig-
gered. So, what do we want it to do? All of the following:

• add the new user to the list of users;

• increment the counter;

• inform all users of the new value of the counter.

For this purpose, we can define function rules as follows:

rules(state, new_user) =

do new_counter <- state.counter + 1

new_users = {hd = new_user; tl = state.users}

do Session.broadcast(new_users, new_counter)

{some = {counter = new_counter;

users = new_users}}

To be continued...

Hello, future(s)

Hello, distributed programming (and distributed
storage)
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